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Abstract 

Generation of natural-sounding synthetic speech from a text 

requires perfect control over the temporal structure of speech 

flow. The  present paper describes an attempt to replace the 

rule-based durational model, hitherto used in Estonian text-to-

speech synthesis, by neural networks (NN). For this aim, 

fluent speech of radio announcers and newsreaders was 

analysed and its temporal structure was modelled on neural 

networks. Analysis of pauses in extended material revealed 

that if a text is read out with a normal speech rate, it is quite 

possible to classify the pauses made, so that the results can be 

used in speech synthesis. For sound durations, certain 

characteristics of phone context as well as certain syllable-

level features were found to be the relevant input for an NN 

algorithm. For models of pause durations and positions, 

however, the prevalent features were variables characterizing 

text structure (punctuation marks and conjunctions). 

1. Introduction 

An ideal text-to-speech system should be able to generate 

sounds and pauses with durations not noticeably different 

from those of real speech. The available rule-based prosodic 

modelling of Estonian text-to-speech synthesis [1] is largely 

based on generalized measurements of speech units in isolated 

words and sentences. This may well be the reason for the 

monotony and poor fluency of the synthetic speech. As has 

been proved by Nick Campbell [2] sound durations in isolated 

words and sentences differ quite considerably from those 

observable in fluent speech. The latter involves complex 

temporal patterns to be imitated by a text-to-speech system for 

the sake of sounding natural. Speech corpora enable prosodic 

conversion by means of statistical models.  The aim of the 

present study was to develop a neural networks model to 

replace the rule-based durational model hitherto used in the 

Estonian text-to-speech synthesis. In an earlier study [3] linear 

regression was used to model Estonian speech prosody. 

However, although multiple regression is a good method for 

computing the most general, mainly linear correlations 

between response and argument features, the model hardly 

considers the more latent, nonlinear relations. Thus this time 

we have used neural networks to build a durational model of 

Estonian speech units. As many languages are known to have 

benefited from NN in text-to-prosody conversion (e.g. [4], [5], 

[6], [7]) we hoped that they could succeed in predicting 

Estonian prosody as well.  

2. Source material 

Frequent exposure to news heard from radio and TV has, no 

doubt, been modelling our subconscious idea of how a readout 

text should naturally sound. Therefore the source material was 

chosen so as to include audio samples of texts delivered by 

newsreaders and the corresponding visual texts from longer 

news stories broadcast by the Estonian Radio. A one-to-one 

correspondence between text and speech enables translation of 

prosody from symbolic to acoustic representation. It also 

allows to find what correlation, if any, there might exist 

between the syntactic parsing of a written text and the 

prosodic parsing of respective speech. So most of the source 

material consisted of corresponding passages of speech from 

longer news stories read out by male and by female 

newsreaders. As the newsreaders' material turned out to be 

insufficient for break modelling, some samples were added 

from a CD-version of a mystery story by Rex Stout [8], read 

by an actor, and from the BABEL Estonian database [9]. 

3. Using neural networks to model the 

temporal structure of speech 

3.1. Modelling pauses 

The interword pauses were measured on 44 speech samples 

(1-2 minutes each) delivered by 27 readers (14 male and 13 

female). As a rule, each reader read a different text, only the 

BABEL recordings included texts read out by 2 or 3 people. 

Before applying neural networks, the material was 

investigated from the point of view of pause classifiablility. To 

be more exact, it was tried to find out whether there is any 

considerable difference between phrase-final and sentence-

final pauses, and whether sentence-final pauses differ from 

paragraph-final ones. Table 1 represents the mean pause 

lengths of every speaker, the means of male and female 

announcers, and the overall mean. The BABEL speakers have 

no paragraph-final data as their text consisted of just one 

paragraph. As revealed by the table even the mean values vary 

a lot across individual speakers. It is interesting to note, 

though, that the means of male and female announcers differ 

by no more than 10%. The overall means seem to testify to the 

feasibility of pause classification for texts pronounced at a 
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normal speech rate. The statistical analysis of samples 

corroborates this surmise. The analysis in pairs of the 

logarithmic durations of pauses with the help of Student t-test 

reveals that the t-statistic values {16.06; 20.06; 8.00} on 

significance level p=0,01 noticeably exceed the t-critical two-

tail quantile {2,59; 2,64; 2,71} on probability of significance 

of hypothesis P<0,0001.This impression was proved by 

sample statistics. Hence it is proved that the mean pause 

durations are significantly different, which enables pause 

classification applicable, for example, in speech synthesis. 

Table 1. Durations of pauses (ms) in speech. 

 
 Announcers 

Phrase 
final 
pauses 

Sentence 
final 
pauses 

Paragraph 
final 
pauses 

Actor1 (m) 352 558 1025 

Announcer1 (f) 303 828 902 

Announcer2 (m) 286 769 1132 

Speaker1 (f)  547  

Speaker2 (m) 361 862  

Speaker3 (f) 255 306  

Speaker4 (m) 145 478  

Speaker5 (f) 275 879  

Speaker6 (f) 470 1179  

Speaker7 (f) 117 559  

Speaker8 (m) 416 829  

Speaker9 (m) 260 683  

Speaker10 (m) 457 1210  

Speaker11 (f) 221 540  

Speaker12 (m) 144 667  

Speaker13 (f) 148 429  

Speaker14 (m) 333 646  

Speaker15 (m) 248 548  

Speaker16 (f) 379 621  

Speaker17 (m)  700  

Speaker18 (m) 367 826  

Speaker19 (f) 342 945  

Speaker20 (f) 239 484  

Speaker21 (f) 288 699  

Speaker22 (m) 345 1023  

Speaker23 (f) 325 782  

Speaker24 (m) 398 721  

Mean of female 

announcers 
285 699 1132 

Mean of male 

announcers 
318 725 967 

Generalised  

Mean 

302 

 

715 

 

1024 

 

 

In order to model pause durations the texts were used to 

generate a number of features characterizing the following 

aspects: 

• Text structure (end of paragraph, sentence, or phrase; 

conjunctions) 

• Prepausal foot (its length in sounds, quantity degree, 

number of sounds in the foot-final syllable,  and a binary 

feature of prepausal lengthening ); 

• Pause temporal relations (its distance from the beginning 

of a paragraph, sentence, or phrase, as well as from the 

previous pause and the previous breathing). 

The feature to be predicted was the duration of pauses in 

the speech flow. The modelling was done by using the 

statistics program SAS 9.1. By neural network training, i.e. by 

eliminating all features that failed to diminish the prediction 

error, the most significant features for pause duration 

modelling were gradually found out. Of text structural 

features the ends of paragraph, sentence, and phrase were 

winnowed. Of prepausal foot features the only relevant one 

was the binary feature, the value of which depends on 

whether the prepausal foot is lengthened or not. In addition, 

distance from the previous pause was important. The error of 

predicting pause duration ranged from 32-34%. Such a high 

error can be accounted for by the great variation in the pause 

material and the large number (27) of different speakers.  

A model of pause durations alone cannot, of course, 

guarantee a normal speech rhythm. Natural sound requires 

that the synthetic speech could reasonably well imitate the 

variation both in pause duration and in pause position in the 

speech flow. Thus a neural networks model was trained to 

predict the probability of a pause occurring after this or that 

word in the speech flow. The NN input comprised the same 

characteristic features that had been used to predict pause 

duration. There were two additional, binary features 

classifying the word as a proper name or foreign word, 

invited by a fancy that a speaker might prefer making a short 

pause before uttering a proper name (like in My name is 
Bond, James Bond.) or a complicated foreign word. However, 

that hypothesis had to be rejected. The correlation between 

pause and proper name, as well as between pause and foreign 

word being extremely weak the two features turned out to be 

irrelevant from the model point of view. The seven input 

features found to be significant in modelling pause position 

on neural networks are presented in Table 2. 

 
Table 2. Inputs (per word) for modelling pause position on a 

neural network  

Input Value 

1 
“1” if the word is followed by a comma, 

otherwise “0”  

2 
“1” if the following word is a conjunction, 

otherwise“0”  

3 
Distance of the word from sentence beginning 

(in feet)  

4 Length of the previous foot (in sounds)  

5 Quantity degree of the previous foot  

6 
“1” if the previous foot was lengthened, 

otherwise“0”  

7 
“1” if the word is followed by a colon or an en 

dash, otherwise “0”  
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As the material analysed had a pause at the end of each 

paragraph and of 99% of the sentences, those features were 

not included in model input. The final precision of predicting 

pause positions was about 79%. 

3.2. Modelling segmental durations 

Data for this experiment was acquired from speech 

segmentation; we used sequences of phonemes as input. The 

features representing each phoneme included phoneme 

identity, phoneme class (front vowels, stops, nasals, etc; a 

total of 8) and length class (short or long); we therefore 

assumed that class properties descend to phonemes, 

representing these classes. Besides the features associated with 

the phoneme itself, we also included features describing 

preceding and succeeding phonemes, features that described 

the syllable (such as the degree of quantity, stress information, 

etc), and sentence and word structure describing features (such 

as phoneme position in syllable, number of feet in the current 

word, etc). The feature set therefore described the phoneme on 

several hierarchical levels: phoneme, syllable, foot, word and 

phrase level. 

The output feature was the natural logarithm of the actual 

duration – this way it conforms to normal distribution better. 

After taking the logarithm, the duration was normalized into 

the interval [-0.5; 0.5]. 

We used two types of neural networks as our predicting 

model – multilayer perceptrons (MLP) and simple recurrent 

networks (SRN). In case of MLP the phonemes were 

processed independently one by one. With SRN we tried 

grouping the phonemes by syllable, foot, word or phrase – 

since SRN have the ability to learn temporal dependencies, 

„knowledge“ of preceding phonemes might help determine 

the duration of the current one. Both MLP and SRN had 1 

hidden layer and were trained with the error backpropagation 

algorithm (the SRN – with backpropagation through time) 

with early stopping criteria, which is the most common 

algorithm for training layered neural networks. We used our 

own implementation of the algorithm. 

Experiments were performed with two different 

announcers - one male (2267 phonemes) and one female 

(2523 phonemes). In both cases 10% of the data was taken for 

testing, the rest was spread equally for 4-fold cross-

validation. Further on, in order to determine the most 

effective set of features, the models were tested with each 

available feature, after which the best was added to the input 

sequence and the process was continued from the beginning. 

The process was considered finished when no remaining 

feature gave noticeable decrease to the MSE on the test set. 

As a result over 600 training sessions were performed. In 

the very beginning it was clear that SRN performed poorly 

compared with MLP, and were further left out of the 

experiments. Instead the MLP viewport was expanded to 2 

preceding/succeeding phonemes. The resulting feature set is 

described in table 3, it included the class and length class of 

the preceding, current, and 2 succeeding phonemes, and the 

phoneme position inside the syllable (1 to 5). The resulting 

average error for male announcer was 18.9% and female – 

16.8%, which we consider a good result. The small precision 

difference is most probably conditioned by the larger female 

announcer training set. The sample duration graph is given in 

figure 1. 

 
Table 3. Inputs (per sound) for modelling segmental duration 

on a neural network  
Input Value 

1-9 previous phoneme class (closed vowel, mid 

vowel, open vowel, plosive, fricative, 

nasal, liquid, semivowel) or pause 

10-11 previous phoneme length class (short or 

long) 

12-19 current phoneme class 

20-21 current phoneme length class 

22-30 next phoneme class or pause 

31-32 next phoneme length class 

33-41 next-but-one phoneme class or pause 

42-43 next-but-one phoneme length class 

44 phoneme position inside syllable (1 to 5) 
 

4. Discussion 

The main observation in the segmental duration prediction 

experiments is that the phoneme entity feature produced less 

improvement in the model performance than the phoneme 

class. This suggests that the actual phoneme duration in the 

Estonian language doesn't vary much for different phonemes 

in the same class. 

It is also interesting to notice that there was no significant 

difference in the resulting feature selection between male and 

female announcer sets. We may therefore surmise that the 

described resulting feature selection is universal in case of 

Estonian prosody, but this statement requires further testing.  

To predict reliably pause durations and positions of 

pauses in the speech flow per speaker require considerably 

increase in speech material.  

In further work, to compose the optimal duration model 

of sounds and pauses, different statistical methods too, should 

be used (e.g. generalised regression, CART method). 

5. Conclusions 

The present paper reports the first attempts to substitute a 

neural networks algorithm for the rule-based durational 

models hitherto used in Estonian text-to-speech synthesis. 

Pause analysis revealed that if texts are read out at a normal 

speech rate, it is quite possible to classify the pauses in the 

speech flow, ending up with results usable in speech 

synthesis. The prevalent characteristics used in the models of 

pause durations and positions characterize text structure 

(punctuation marks and conjunctions). The significant input 

for the neural networks algorithm for phoneme durations, 

however, was found to comprise characteristics of phoneme 

context and syllable-level characteristics. The experiments 

conducted on the neural networks proved that the method has 

good prospects in durational models of speech units. Future 

studies require considerable increase in speech material per 

speaker.
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Figure 1. Original sound durations and predicted sound 

durations of the news text fragment read by male announcer. 
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